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Abstract 

The Web is a wonderful resource with its immense quantity of information. However, how to find 

useful information from such a huge resource is a major concern of all users. The goal of web search 

is to find the set of documents on the Web that is relevant to a user’s query. This goal is difficult to 

achieve because relevance is a subjective concept, varying for different users, and the Web, as a 

document collection, is extremely large. Nevertheless, current web search services make it possible to 

access the richness of the Web. In this paper, we classify current web search services into three main 

categories, search engines, meta-search engines and dynamic search engines, and survey techniques 

that have been proposed to tackle several underlying challenges for building such search services. We 

also point out some possible future research directions that may improve the performance of 

current web search services. 

Categories and Subject Descriptors: H.3.3 [Information Storage and Retrieval]: Information 

Search and Retrieval; H.3.5 [Information Storage and Retrieval]: Online Information 

Services—Web-based services 

General Terms: Algorithms, Design, Performance 
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1. Introduction 

The Web is a wonderful resource with its immense quantity of information. However, a major 

concern of its users is how to find useful information from such a huge information resource. The goal 

of web search is to find the set of documents on the Web that is relevant to a user’s query. This goal is 

difficult to achieve because relevance is a subjective concept that varies from user to user. 

Furthermore, as a document collection the Web is extremely large. By the middle of 2002, it is 

estimated that there will be more than 8 billion pages on the Web exceeding the number of people in 

the world1. Although the Web has a large volume, current web search services make it possible to 

search this immense information repository. Their goal is to help users find documents of interest 

across many potential information sources on the Web. As the Web grows, the number and variety of 

online search services are increasing as well. The latest Nua Internet Survey2 reports that there are 

more than 513 million Internet users. A survey from Search Engine Watch3 reported that half of the 

Web’s users spend 70 percent or more of their time searching online. It also reported that over 75 

percent of web users use search services to traverse the Web. 

Among the diverse search services that most people use everyday is a search engine, such as Yahoo4, 

Infoseek5, etc. One of the earliest search engines, Lycos6, began operation in the spring of 1994. 

Yahoo, a catalog of web sites, became available in the same year. Since that time, many search 

engines have appeared on the Web applying increasingly advanced search techniques. Search engines 

basically consist of three main components, a user interface, a database with a query processor, and an 

indexing component. Users can submit queries through the user interface. Then, the query processor 

does a look-up in the database and returns a ranked list of pages whose content may be relevant to the 

query. The database of a search engine is often an index over information sources on the Web. The 

indexing component (also called a spider or crawler) is responsible for creating and maintaining the 

index.  

To solve well-known problems of incompleteness and low precision for a single search engine [40], 

some web sites provide another service, called a meta-search engine (e.g., MetaCrawler7 and 

SavvySearch now called Search.com8), which integrates the services of several existing search 

                                                      

1 http://www.ddwinc.com/docs/pages.html 
2 http://www.nua.ie/surveys/how_many_online/index.html 
3 http://www.searchenginewatch.com 
4 http://www.yahoo.com 
5 http://www.infoseek.com 
6 http://www.lycos.com 
7 http://www.metacrawler.com 
8 http://www.search.com 
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services. A meta-search engine usually does not own its own database of web pages. Instead, once it 

receives a query from a user, it sends the query simultaneously to several independent, existing search 

services. After receiving the results from these search services, the meta-search engine merges all the 

results and returns them to the user. By post-processing the results from many search services, it saves 

the user’s time and effort in trying to find relevant web pages. 

Some people argue that the traditional search engine is a rather static approach to searching for 

information compared to the dynamic nature of the Web. The static approach cannot deal with 

documents that have disappeared since the last crawling of the Web; as well, it misses newly 

generated documents. Additionally, creating and updating the index that mirrors part of the Web is 

quite time consuming and also possibly labor intensive if web pages are categorized by humans as is 

done by Yahoo. For these reasons, some researchers consider dynamic search a better solution for 

searching the Web. Dynamic search approaches, like Mapuccino9, actually search the Web (usually 

only a small subset of the Web) at the time that a query is issued and can guarantee to fetch valid and 

the most up-to-date results. Although dynamic search is not very scalable, due to the time 

requirements to search for results, these researchers still believe that it is preferable to static search for 

discovering information in small and dynamic sub-webs. 

In this paper, we first discuss some of the characteristics of the Web in Section 2 to help us 

understand the complexity of web search. Next, we look further into the technical details of the main 

search services used today to search the Web, namely, search engines, meta-search engines and 

dynamic search engines. Their approach to searching, the difficulties they encounter, and the main 

research issues arising from their approaches are presented, respectively, in Sections 3, 4 and 5. 

Finally, Section 6 provides a brief summary and points to some possible future research directions 

that may improve the performance of current web search services. 

2. Web Characteristics  

Web search services adopt most of their techniques from Information Retrieval (IR). However, 

searching the Web differs somewhat from the traditional retrieval of information in a document 

collection because of the special characteristics of the Web and web users. The most important 

distinctions are the following: 

!" Data variability: The World Wide Web intrinsically is a distributed system, which means that 

documents on it are also distributed over many computers and a variety of computing platforms. 

Besides their distributed locations, documents placed on the Web also differ widely in their 

                                                      
9 http://www.ibm.com/java/mapuccino/ 
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structure, quality and/or usefulness. Some documents are very focused; others involve a 

patchwork of subjects. Many are not intended to be sources of information. A more serious 

problem is that there are basically no authorship constraints on the Web; people can put whatever 

they believe appropriate onto the Web. Under such circumstances, to find useful information is 

like looking for a needle in a haystack. 

!" Large volume: It is estimated that the Web will have more than 8 billion pages by the middle of 

2002 and its growth rate is about 7 million pages per day [42]. In the past, no IR or database 

system has handled such a big document collection. Now, many people admit that to index the 

whole Web is not feasible. Additionally, the primary goal of an IR system, which is to retrieve all 

the documents relevant to a user query, is difficult, if not impossible, to achieve on the Web 

because of its large volume and dynamic nature. 

!" Autonomous management: As mentioned above, the Web is accessible by anyone with proper 

tools, and documents on the Web are created and managed by dissimilar people with different 

backgrounds. In the traditional IR approach, it is experts that supervise the manipulations of a 

document collection (such as insertion, deletion, etc.) and usually the entire management of the 

document collection is centralized. On the Web, on the other hand, web sites are run and managed 

autonomously, which means the centralized management approach is no longer applicable. 

!" Continuous change: Due to the dynamic nature of the Web, computers and data can be added or 

removed easily. Creators of web pages may change or delete existing pages, which will cause 

links pointing to these pages to become invalid. Thus, for creators of links to web pages, finding a 

previous page can be challenging if not impossible. By contrast, most traditional IR systems are 

designed for mainly static text databases. 

!" Impatient users: Compared with users of IR systems, users searching for useful information 

through a web search service are observed to be more impatient, being strongly sensitive to 

performance issues, such as the response time [38], [40], [58], [59], [63]. They tend to use short 

queries and are reluctant to use feedback. Once they get the results from a search service, they 

normally just browse the first page that usually contains no more than 10 to 20 URLs. Thus, the 

number of relevant sites that are listed on the first page of returned results is also an essential 

criterion for users to choose their favorite search services. 

!" High linkage: Traditional IR systems generally deal with a collection of documents that are 

independent of each other. Conversely, web pages have links pointing to other pages. Statistics10 

from WebSideStory’s StatMarket service show that following links generated 46% of the traffic 
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to web sites. This should not be surprising since, to some extent, links, being based on the 

judgment of the link creators, represent some additional, implicit semantic information. However, 

whether and how to make good use of this additional information is another new concern that 

researchers need to consider when trying to improve the performance of web search services. 

3. Search Engines 

The first type of widely available web search service was the search engine [1]. A search engine 

models the Web as a full-text database. It is properly a database and the tools to generate that database 

and search it. Figure 1 illustrates a typical centralized crawler-indexer architecture for a search engine. 

The architecture has two parts: one part deals with the users and consists of the query interface and 

the query processor; the other part deals with searching the web data and consists of the crawler and 

indexer.  

 

Figure 1 . A typical centralized architecture for a search engine. 

It should be noted that there are other approaches for a search engine architecture. For example, the 

Harvest project has proposed an agent-based architecture [8]. A simplified example of the Harvest 

architecture is shown in Figure 2. Harvest introduces two main agents: Gatherers and Brokers. A 

Gatherer collects and extracts information from one or more web servers or web sites and then creates 

a summary of its own contents. A Broker provides the indexing mechanism and the query interface to 

the information collected by one or more Gatherers. Compared to the centralized architecture of a 

search engine, this decentralized design allows the sharing of work and information in a more 

flexible, scalable and generic manner. Nevertheless, from an IR viewpoint, the techniques employed 

by systems such as Harvest are similar to those in a centralized search engine architecture.   

                                                                                                                                                                     

10 http://searchenginewatch.com/sereport/01/01-statmarket.html 
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Figure 2 . A simplified example of the Harvest architecture. 

From the traditional IR point of view, the research that has been done or is being done on web search 

issues related to search engines, spans a variety of dimensions. These are the way spiders crawl the 

Web; the method used to create and maintain the index; the way in which a query is processed; and 

the interface used to specify the query and display the result. We will explore each of these issues, in 

turn, in the following subsections. 

3.1 Crawling 

Some search engines, such as Yahoo, are more like directories, providing catalogues of links 

discovered, examined, and annotated by humans. With the help of ontologists or specialists, the 

manually generated directories contain high-quality references, but their coverage is small and it is a 

time-consuming process to construct such directories. In addition, as this approach mainly relies on 

human effort, it is doubtful whether it can keep pace with the exponential growth rate of the Web 

[40]. Crawlers (also called robots or spiders) are what sets apart search engines from directories. Just 

like browsers, crawlers request and retrieve documents from web servers; however, unlike browsers, 

the results are not viewed by users, but are automatically indexed and inserted into their 

corresponding databases [1]. 

Starting from a given set of URLs, a crawler visits the pages pointed to by these URLs, extracts the 

URLs that appear in the retrieved pages, and adds these URLs to the set of URLs to visit. The order in 

which a crawler traverses the set of URLs is important. Breadth-first order and depth-first order are 

the two basic graph-traversing orders that can also be used on the Web, as long as the Web is treated 

as a graph with pages being nodes and links between pages being edges. In the web environment, 

breadth-first order is usually recommended over depth-first order, so as to avoid overloading a single 

server by attempting to retrieve all of its web pages within a short period of time. If a crawler intends 

to perform a single scan of the entire Web (exhaustive search), then the scanning order is not critical. 
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Otherwise, it is crucial for the crawler to only visit “important” pages (focused crawling), so as to 

index the more meaningful parts of the Web. The major issue in focused crawling is how to properly 

define the “importance” or the “quality” of a web page. 

For a general-purpose search engine, Cho et al. [20] suggest using page connectivity-based document 

quality metrics to direct a crawler towards high-quality pages. Connectivity metrics are based on 

determining which pages link to a given page and vice versa. Cho et al. use two different metrics, 

backlink count and PageRank score to assess the quality of a page. For a given page, the backlink 

count method simply counts the number of web pages that point to this web page. The PageRank11 

score method is a modified version of the backlink count method. It considers both how many links 

go out of a page pointing to a given page and how much weight should be given to a link pointing to 

this page. The intuition behind these methods is that a page pointed to by many pages is more 

important than one that is seldom referenced. However, for any specific page, counting all its 

backlinks over the entire Web is not feasible. Instead, a crawler can estimate this value by the number 

of links that have been seen so far. In their work based on a crawl of 179,000 pages from the 

standford.edu domain, Cho et al. found that the two approaches are both suitable for highly connected 

sub-webs where most pages have more than 10 backlinks. According to their experimental results, the 

PageRank score method performs better than the backlink count method, as it leads the crawler to all 

the “hot” pages faster. In this context, a “hot” page is a page with either a high number of links 

pointing to it, or a page with a high PageRank score.  

However, computing PageRank scores for a large set of web pages, probably several million pages, is 

extremely expensive. Najork and Wiener performed an experiment in which they crawled 328 million 

pages over the entire Web, covering more than 7 million distinct hosts [50]. They compared the 

PageRank method against breadth-first order crawling and found that breadth-first search downloaded 

the hot (high PageRank score) pages first. In addition, most of these pages were downloaded in the 

first day of the crawl (i.e., all of the top 10 and 91 of the top 100 pages were crawled on the first day). 

This result suggests that crawling in breadth-first order provides a sufficiently high number of high 

quality pages without incurring the computational cost of more complex crawling methods. 

3.2 Indexing 

How to organize file structures to store the information about a large set of documents and how to 

achieve efficient search or retrieval over them is a classical IR problem. While there have been 

several different methods developed to solve this problem, such as suffix arrays, inverted files, and 

signature files [3], inverted files have traditionally been the index structure of choice for web 

                                                      

11 Section 3.4 provides a more detailed explanation of the PageRank score. 
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documents. They perform well for simple and short web queries that typically consist of conjunctions 

of search terms. 

An inverted file (or inverted index) is a word-oriented mechanism for indexing a text collection in 

order to speed up the searching. The inverted file structure is a set of inverted lists, consisting of each 

word in the vocabulary, followed by the document identifiers and, sometimes, the positions where the 

word appears in the document (see Figure 3). Searching an inverted index always starts by first 

scanning the vocabulary to find the keywords that appear in the user’s query. Then, the document list 

associated with each keyword occurrence is retrieved and finally the relevant documents in which the 

keywords appear are retrieved using the document list. 

Building and maintaining an inverted index is a relatively low-cost task if the document collection is 

small and static. However, two factors make building web-scale inverted indexes a challenging 

problem. The size and growth rate of the Web requires the indexing architecture and its 

implementation to be highly scalable. In addition, there is a need to periodically crawl the Web and 

rebuild the inverted index, since the content on the Web changes extremely rapidly. 

 

Figure 3 . A simplified inverted file structure. 

Distribution is usually a good solution to deal with the scalability problem and it is applicable in this 

case. Several algorithms have been proposed to build distributed inverted files over a high-bandwidth 

network of workstations [45], [55]. In a distributed environment, constructing local inverted files 

(Figure 4(a)) or global inverted files (Figure 4(b)) for each query server are two options to partition 

the document collection and distribute the indexes. The local inverted file structure partitions the 

document collection so that each query server is responsible for a disjoint subset of documents in the 

collection. Thus, when answering a query, all query servers participate to return disjoint lists of 

document identifiers containing the search terms. By contrast, the global inverted file structure 

partitions the index based on index terms so that each query server stores inverted lists only for a 

subset of the index terms in the collection. Thus, not all query servers are involved in the processing 

of a given query, but only those that store any of the search terms.  
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(a) Local inverted file structure. (b) Global inverted file structure. 

Figure 4 . Distributed inverted file structures. 

Web pages indexed by search engines are explored at different times after being indexed and they 

may disappear or change their content after being indexed. How often does a web page change? At 

what frequency should those pages that might have changed be recrawled? These are crucial questions 

that need to be answered before establishing an index updating strategy [17], [18], [19]. In general, a 

crawler can update its index in two different ways, periodic rebuilding and incremental updating [17]. 

Periodic rebuilding repeats the same crawling process from the same starting point to build a brand 

new index and replaces the old one with this new one when the rebuild time is over. Alternatively, 

when using incremental updating, only the pages that may have changed need to be revisited and the 

index is updated only if a change has actually taken place. Despite its complicated implementation, 

the incremental crawler can be more effective and up-to-date than the periodic one, since only a part 

of the collection is involved in re-crawling and changes can be immediately reflected in the index 

once they are found. However, the incremental crawler also has its disadvantage. It has to estimate 

how often a page changes in order to decide when to revisit it, which is not a straightforward task. 

Based on statistics collected from around 720,000 web pages over 4 months, [17] reports that web 

pages change rapidly overall (more than 40% of the pages from the com domain changed every day) 

and the actual rates vary dramatically from site to site (less than 10% of the pages in other domains 

changed every day). Furthermore, it took only 11 days for 50% of the com domain pages to change, 

while the same amount of change took almost 4 months for the gov domain. On average, it took about 

50 days for 50% of the pages in their collection to change or to be replaced by new pages. 

How to estimate the change frequency of a web page by revisiting the page periodically is studied in 

[19]. The changes to web pages are modeled as a Poisson process )0(
!

}{ #$$ % n
n

enXP
n&& with 

average change frequency & . The estimator  to estimate &̂ &  is a random variable that follows a 

certain probability distribution. Intuitively, X/T (where X is the number of detected changes and T is 

the monitoring period) can be used as the estimated frequency of change. Contrary to expectations, 
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the authors point out that this estimator is not as effective as might be thought because some changes 

are missed between the access period and a certain fraction of changes would still be missed even if 

the web page is accessed using a shorter period. However, if one has a complete change history of a 

web page, the estimator X/T is quite effective. It should be noted that, rather than estimating the 

change frequency of every web page in the index, it is possible to categorize the web pages into 

several classes based on their change frequencies and refresh only a class in the index. 

3.3 Query Processing 

Although there are different query methods proposed in IR to retrieve text documents, keyword-based 

retrieval is the most common type of query. Therefore, in this section we briefly discuss keyword-

based query processing using an inverted index. The interested reader can refer to [3] for a more 

detailed discussion. Keyword-based query processing follows three general steps: 

!" The words in the query are isolated and searched in the vocabulary of an inverted index.  

!" The document lists corresponding to the keywords found in the vocabulary are retrieved. 

!" The documents are retrieved and further processed to deal with phrase, proximity, or Boolean 

operations in the query, to calculate the ranking position of retrieved documents, and to form 

summaries of retrieved documents.   

The difficulty in keyword-based query processing is not so much in searching and retrieving 

documents relevant to the queries, but in assisting users to formulate queries that are well designed for 

retrieval purposes. A survey12 of the 13 major search engines designed to measure how visitors use 

these services reported that while the search success rate was 81%, 76.9% of the users tried other 

queries after an unsuccessful search. These statistics imply that some users might need to reformulate 

their queries to accomplish effective retrieval. Therefore, some research has studied the problem of 

automatic query reformulation, namely, expanding the original query with new terms to retrieve 

additional useful documents [9], [28], [31]. Three categories of information that can be employed in 

automatic query expansion are [3]: 

!" Feedback information from the users. Users examine the set of retrieved documents and mark 

the relevant ones and irrelevant ones. Then, the query is processed again with the query 

keywords that appear in the relevant documents given a higher weight than the query 

keywords that do not appear in the relevant documents. At the same time, new terms are 

selected from the user-marked relevant documents for query expansion. 

                                                      

12 http://searchenginewatch.com/reports/npd.html 
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!" Local information derived from the set of documents initially retrieved. Term or word 

relationships are defined by examining the co-occurrence or proximity of every two words in 

the retrieved documents. New words or terms correlated with the original query keywords are 

selected for query expansion. 

!" Global information derived from the document collection. Rather than examining the 

retrieved documents, the whole document collection is pre-processed to determine term co-

occurrence relationships. Similar to the second category, words or terms correlated with the 

original query keywords are then selected for query expansion.  

Since response time is a major concern for commercial search engines, the third category (i.e., the 

global information) is widely employed in search engines as it eliminates the need for user 

participation [30], [47]. Furthermore, it also removes the computational burden imposed by the 

second category (i.e., the local information) as documents do not need to be processed during query 

processing to determine the words to use for query expansion. 

3.4 Search Interface 

The search interface is the visible part of a search engine and the part that interacts with the users. All 

major search engines can support the simplest query form with one or several keywords. They may 

also have one or more of the following search options:  

!" Boolean operators: uses AND (find all), OR (find any), and NOT (exclude) to combine keywords 

in queries; 

!" Phrase search: looks for the keywords only if they are positioned in the document next to each 

other, in the specified order; 

!" Proximity: looks for the keywords only if they are close enough to each other (within a certain 

word distance); 

!" Links: searches for the web pages that link to a given web page (e.g., Google); 

!" Various search constraints: limits the search to a time span of document creation, specifies a 

document language and/or geographic region and/or Internet domain, and so on (e.g., Google, 

Alta Vista13 and Northern Light14); 

!" Page-specific search: finds, from the connectivity database, web pages linked to the web page or 

web pages similar to the web page that the user submits as a query (e.g., Google); 

!" Sub-search: specifies a new search within the results obtained by the last search (e.g., Infoseek15). 

                                                      

13 http://www.altavista.com 
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How to present the query result to make it more convenient, understandable and customizable is a 

complicated problem in the interface part. For the convenience of user browsing, all search engines 

rank their query results according to the relevance of the results to the query with the more relevant 

documents at the top of the list [48]. Typically each entry in the result list displays some information 

about the page it represents. The information may include the ranked relevance score, the title, the 

URL, the size, the date when the page was indexed, and a few lines of its content or a summary. 

Additionally, several search engines allow users to make a request to get pages similar to an entry in 

the result (e.g., Alta Vista, Google and Profusion16). The order of the result list is generally by 

relevance to the query, but sorting by URL, date or other options is also provided in some search 

engines. 

Most web ranking algorithms use a similarity measure based on the vector-space model, which has 

been well studied in the IR community. To compute the similarities among a set of documents, each 

document can be viewed as an n-dimensional vector <w1, w2, …, wn>. The term wi represents the ith 

word in the vocabulary. If wi does not appear in the document, then it is zero. If it does appear, it is set 

to represent the significance of the word. One common way to compute the significance of wi is 

TFxIDF (i.e., to multiply the term frequency (TF) —the number of times the ith word appears in the 

document—by the inverse document frequency (IDF) of the ith word). The IDF factor is one divided 

by the number of times the word appears in the entire “collection,” which in this case would be the 

entire Web. The IDF factor corresponds to the content discriminating power of a word: a term that 

appears rarely in documents (e.g., “connectivity”) has a high IDF, while a term that occurs in many 

documents (e.g., “for”) has a low IDF. The similarity between a query Q and a document R can then 

be defined as the inner product of the Q and R vectors. Another option is to use the cosine similarity 

measure, which is the inner product of the normalized vectors. Some variations also consider giving 

more weight to the keywords matched in the title and keywords in a large size or bold font, because it 

is believed that web page authors often use a large size or bold font to emphasize some key points or 

concepts [11], [65]. 

Some of the new ranking algorithms also rely on the link information residing in pairs of web pages 

[1], [7], [11], [13], [15], [24], [38], [52]. It is believed that the in-degree of a page offers an 

assessment of its popularity and quality. The intuition here is that a considerable amount of latent 

human judgment is encoded into a link when the author puts the link pointing to a page. The presence 

of link information in web documents is a significant difference between web and traditional IR 

                                                                                                                                                                     

14 http://www.northernlight.com 
15 http://www.infoseek.com 
16 http://www.profusion.com 
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documents. However, it is not possible to compute the in-degree of a page within the entire Web since 

we cannot acquire a complete graph of the Web. Consequently, a sub-graph with a much smaller size 

is used. For example, WebQuery takes a set of web pages (e.g., the search result of a query) and ranks 

them based on how connected each web page is to the other pages in the set [13]. The rank of a page 

in their scheme is equal to the sum of its in-degree and out-degree within the connectivity database 

that is the result of a crawler’s output. Before displaying the query result, the system looks up the 

connectivity database to compute the total number of incoming and outgoing links for each page and 

then ranks the pages in decreasing order of connectivity. 

In contrast to the WebQuery model, which counts a node’s in- and out-degrees, [52] has proposed a 

ranking measure based on a propagated backlink count. In this approach, a page has a high rank if the 

ranks of its backlinks are high. Specifically, they assume a model of a user randomly following links: 

at each web page, the user either selects an outgoing link uniformly at random, or jumps to a new web 

page selected uniformly at random from the entire Web. They further assume that users never go back 

to a previously visited web page by following an already traversed link backwards. Consider a page 

P  that is pointed at by pages , let be the number of links going out of page T  and let 

be a damping factor (the proportion of the weight a parent node propagates to its children nodes). 

Then, the rank of page 

nTT ,...,1 ic i

d

P  is given by ))(.../)(()1() 11 nTPRcTPRddPR ' / nc(P ''%$ . This 

value is known as the PageRank weight; it can be calculated using a simple iterative algorithm. This 

ranking value is used as part of the ranking mechanism of the Google search engine [11]. 

By analyzing the structure of web pages, [38] introduces the two concepts of authority pages and hub 

pages that can be used in ranking query results. Authority pages are pages having many links pointing 

to them, and hub pages are pages having many outgoing links (Figure 5(a)). The author also observes 

an interesting phenomenon on the Web structure: better authority pages come from incoming edges 

from good hub pages and better hub pages come from outgoing edges to good authority pages. Based 

on this observation, the author developed the HITS algorithm. This algorithm analyzes the 

connectivity information of an initial set of results from a search service to estimate the authority and 

hub value of each page as a source of relevant links and as a source of relevant content, respectively. 

Higher authority weight means more relevance. Thus, pages with higher authority weight should be 

placed at the top of the result list.    
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(a) Authority and hub page in the HITS 
algorithm. 

(b) How the weight diffuses among siblings. 

Figure 5 . Authority and hub pages. 

The HITS algorithm associates with each page, p, a hub weight h(p) and an authority weight a(p) all 

initialized to 1. Let p ( q denote “page p has a link to page q”. The HITS algorithm then iteratively 

updates the h’s and a’s as follows: a( p) $ h(q)
q( p
)  and h( p) $ a(q)

p( q
) . It can be proved that this 

iterative process converges to a stable set of authority and hub weights. In fact, it can be proved that 

the equilibrium values of the hub weights and authority weights correspond to coordinates in the 

principal eigenvectors of a pair of matrices Mhub and Mauth derived from the adjacency matrix A of 

graph T (Mhub = AAt and Mauth = AtA). A key feature of the HITS algorithm is that a high weight 

diffuses among siblings. For example, considering Figure 5(b), suppose that a page u has a sibling v 

with a high authority weight a(v) in some iteration. Then, the hub weight h(w) of their shared parent, 

w, will be increased in the following iteration, which results in the increment of the authority weight 

a(u) of u. 

Subsequent research discovered that the HITS algorithm does not handle the cases with repeated or 

automatically generated links in which a person’s opinion about the page does not apply or will be 

over-considered [7]. For example, when two pages from one web server point to a page in another 

server, they may not represent the opinion of two persons, but only one. Consequently, the HITS 

algorithm can be improved by assigning fractional weights to edges to handle repeated links. If there 

are k edges from documents on a first host to a single document on a second host, then each edge is 

given an authority weight of auth(q ( p) $ 1 k . If there are l edges from a single document on the 

first host to a set of documents on a second host, then each edge is given a hub weight of 

hub(q ( p) $ 1 l . Thus, the improved HITS algorithm computes the weights as follows: 

 and ha(p) $ h(q)
q( p
) *auth(q ( p) (q) $ a( p)

q( p
) *hub(q ( p) . Furthermore, combining 

connectivity and content analysis together can prune some non-relevant nodes from the graph and 

significantly increase the precision and recall on the first ten answers. However, full content analysis 

increases response time; instead the anchor-text associated with a link can be used as a substitute for 
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full content analysis since, to some degree, the anchor-text reveals something about the content of the 

page pointed to by the link as judged by the link creator [15]. 

An important question is whether the relevance, authority and hub weights are sufficient to represent 

the user’s satisfaction with the result web pages? Web users are usually impatient, rarely examining 

more than the first page of results (usually containing 10 to 20 URLs) [38], [59]. Hence the top 20 

web pages in the result should be very representative, having few direct links among each other. In 

addition to the relevance, authority and hub metrics, [65] also proposes to incorporate into the ranking 

algorithm a novelty metric, which measures to what degree a web page is different from other pages. 

These four metrics are combined by viewing a user surfing the Web as the dynamic procedure of 

jumping from one page to another and modeling this behavior as an holomorphic and homogeneous 

Markov chain. The relative importance of the relevance, authority, hub and novelty metrics is set so 

as to represent the preference for a specific user and the metrics are combined to calculate the 

transition probability between the states of the Markov chain. The transition probability matrix is then 

used to calculate the ultimate distribution vector, which is the rank of the web pages. Unfortunately, 

the authors do not provide any experimental evaluation for their ranking algorithm.  

Although lots of research has been dedicated to the problem of determining how to rank search results 

more accurately and precisely, there are two factors that sometimes make the ranking meaningless. 

The first one is that, as already pointed out in Section 2, search engine users like to use short queries, 

which lead to a large number of results ranging from several thousands to millions of pages. For 

example, for the query “Bill Gates” in the Google search engine, over one million URLs will be 

returned! The second factor is that users of the Web tend to be impatient and browse only a few 

(usually one or two) pages of the top-ranked results. Thus, good or relevant, but lower ranked, 

information will have little chance to be explored by users. 

To address this problem, some search engines apply clustering techniques to classify search results 

into several clusters. The clustering problem is a traditional IR problem that has been of long-standing 

interest. Maarek et al. [43] denote clustering on dynamically generated documents, as occurs in web 

search, as ephemeral clustering. Existing clustering techniques, like Hierarchical Agglomerative 

Clustering (HAC) and Suffix Tree Clustering (STC) [43], [63] can be used in the web environment 

with appropriate modifications. For user convenience, it may also be useful to provide additional 

information about the clusters, such as annotating the clusters to convey their contents and degree of 

similarity with the user query. The common approach is to describe a cluster labeled by the words or 

phrases that appear frequently in the documents of the cluster [43], [63]. For instance, the 
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NorthernLight17 search engine provides “Custom Search Folders” into which the retrieved documents 

are organized (Figure 6). These folders can be based on type, source, language or subject. The 

subject-folders are labeled by a short phrase. The folders are organized hierarchically and introduce 

no apparent delay to the search. If a user clicks on one of the Custom Search Folders, Northern Light 

provides a sub-result list relevant to that folder. However, as for other commercial products, they do 

not reveal how the folders are generated. It is also not known how well the folders correspond to 

users’ search expectations. 

 

Figure 6 . NorthernLight Custom Search Folders. 

4. Meta-Search Engines 

Although there exist many web search services, none of them can index the whole Web due to time 

and resource constraints. According to the research conducted in [6], the approximate size of HotBot, 

AltaVista, Excite and Infoseek were 18% to 47% relative to their joint total coverage and the overlap 

was very small: less than 1.4% of the total coverage. Since each search service just offers a snapshot 

of a part of the Web, users sometimes have to retry their queries across different search services until 

                                                      

17 http://www.northernlight.com 
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they either give up or obtain some results in which they are interested. As well as having to go 

through this tedious process, users also need to be very familiar with the diversified interfaces and 

information coverage of different search services. To relieve users from this burden, several 

approaches, have been proposed for combining different search services together, which to some 

extent addresses the coverage problem encountered when using only a single search service [31], [33], 

[37], [56]. 

Meta-search engines provide users with a virtual integrated view of several search services. Figure 7 

presents a high-level architectural view of a meta-search engine. Users need only interact with a 

global query interface to access the various search services and do not have to be aware of the 

location and interface of the individual search service. After receiving a user’s query, the system 

selects the search services to which it will transfer the query. The targeted search services may be 

selected by the user from a list of available search services or be selected by the system automatically. 

The search services may have different formats from the user-submitted query, which determines 

whether the meta-search engine will transform the query or not. If the search services are 

heterogeneous, wrappers will need to be built for each search service as shown in Figure 7.  

 

Figure 7 . Architecture of a meta-search engine. 

Heterogeneity here means that the search services may be of different kinds, such as databases, web 

search engines, or legacy systems. In addition, each search service may have its own access method, 

like querying through an interface embedded in an HTML page, querying using a relational query 

language, or querying using an object-oriented query language. In such an environment, a wrapper 

acts as a mediator between the global system (meta-search engine) and the local search service. It is 
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responsible for translating user queries to search service-specific queries or commands, and the query 

results from the underlying search services into a common data format [35]. If the search services are 

homogeneous (i.e., they have the same or very similar access methods and returned results format) the 

step of building wrappers sometimes can be omitted. If the system designers for a meta-search engine 

are aware of this similarity in advance, they can build a global component into the system itself, rather 

than having to provide a wrapper per search service, for the task of query transformation. The final 

task a meta-search engine needs to perform is to post-process the results from different search 

services, which usually involves ranking the results, eliminating any redundancies and removing any 

inconsistencies. In the rest of this section, to simplify our discussion, we assume the meta-search 

engine deals only with homogeneous search services, in particular, search services that index HTML 

pages and interact with users through HTML pages. 

Within the architecture shown in Figure 7, there are several issues that need to be addressed. The first 

issue is that of selecting the search service to which to send a query (also called source selection or 

query routing) [46], [58]. That is, given a user’s query, how does a meta-search engine select search 

services likely to have the most relevant information and avoid those that possibly are irrelevant to the 

query? Even if the meta-search engine can choose the right search services to which to send the 

queries in parallel, the interface and capabilities of these search services may differ widely and they 

may change their interface from time to time. How to transform a user’s query into the format 

corresponding to each specific search service is another significant issue. After getting all the results 

from search services, the system should merge and rank the results and display them in a 

comprehensible and understandable way to the user. Since almost all commercial web search services 

conceal their ranking algorithms and may export their query results in ways different from each other, 

how to make sure users get the most relevant information from all the returned results is a challenging 

issue.  

4.1 Search Service Selection 

There are several search service selection approaches embedded in different meta-search engine 

projects or products. Actually, which search services are chosen will affect the quality of the results 

remarkably. Good or relevant search services may greatly improve the searching precision; bad or 

irrelevant ones will usually waste time and resources. Some systems employ the most straightforward 

method for search service selection, which is to allow the users to choose one or any combination of 

its search services (e.g., ProFusion and Search.com). While this approach is undoubtedly simple, it is 

also likely to miss many relevant results if the user does not select the appropriate search services. 

One improvement on this approach is to provide a categorized list of specialized search services, 

letting users map from their specific query to their favorite or related categories of search services. 

However, any manual approach still places most of the burden of selecting a search strategy on the 
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users since they still need to know the content of the search services and the categories their queries 

might be in. Some systems try to deal with this problem by automatically selecting search services 

based on some pre-collected information. 

In GlOSS, metadata is imported from multiple search services in advance by describing their 

collections [31], [33]. This information can help the meta-search engine guide the queries toward 

search services that might have matching documents. In particular, GlOSS uses statistical summaries 

for each search service, which include the document frequency for each term and the sum of weights 

for each term over all documents in the search service. Given a query, and possibly a similarity 

threshold associated with it, GlOSS calculates the sum of the similarities of the documents in each 

search service that are higher than the threshold and defines it as the usefulness of each search service. 

Search services are ranked according to their usefulness and only a few top-ranked search services are 

chosen to which to send the user query. To address the issue of possibly different forms of metadata 

being returned by different search services, GlOSS uses the STARTS [31] protocol that describes 

what information needs to be exchanged between search services and meta-search engines and how 

that information is formatted. The STARTS protocol specifies two pieces of metadata that every 

search service is required to export: a list of metadata attribute-value pairs, describing properties of 

the source (see Appendix 1), and a content summary of the search service. 

In the Collection Retrieval Inference Network (CORI Net) approach, the representation of a search 

service also consists of two pieces of information, which are different from GlOSS: the document 

frequency and the database frequency for each term (how many databases or search services contain 

that term) [12]. A search service can be conceptually considered as a super document containing all 

distinct terms, and the meta-search engine can be correspondingly taken as a document collection 

containing those super documents. As a result, the document frequency of a term in a search service 

becomes the term frequency in the super document and the database frequency for that term becomes 

the document frequency in the document collection. Through this mapping, selecting relevant search 

services to which to send queries turns out to be equivalent to selecting relevant super-documents in 

the collection. Consequently, similarity functions used for a single search engine can be employed. 

The two approaches described above for selecting search services are cooperative since they assume 

that all search services are willing and able to provide the information needed by the meta-search 

engine. There are other search service selection approaches that require no special cooperation. The 

basic idea of these approaches is to predict the usefulness of a search service based on the retrieval 

experience from past queries or sample queries. 

ProFusion [27], [28] routes queries in thirteen predefined categories to six search services. In the 

original version of ProFusion [28], a set of terms is associated with each category to reflect the topic 

of the category. Sample queries are posted from each category to the search services and, by 
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identifying the relevance of returned documents, Profusion learns how good each search service is for 

that category. Based on the learning results, when a query is received, Profusion utilizes a two-step 

mapping: first it maps from query terms to the categories to which they belong and then it maps 

categories to search services. The shortcomings here are the need to manually select sample queries 

for each category and to manually judge the relevance of returned results from search services. 

In the re-designed version of ProFusion [27], this manual work is replaced by a dynamic learning 

strategy that adjusts the estimated usefulness of each search service based on users’ feedback. The 

feedback is implicit and is based on which URL the user follows from the returned results. For a 

given search service, if the URL first-browsed by a user is ranked at the top in the result list, then the 

system’s estimated usefulness of each search service is correct. Otherwise, the estimated usefulness of 

the search service that provides the URL followed by the user should be increased for that query since 

the user judged the URL more relevant than the top ranked result. Experiments in [27] show that the 

estimations for search service usefulness obtained by dynamic learning generally agree with the ones 

obtained manually.   

SavvySearch [26], [37] (now Search.com) employs a learning strategy similar to that of ProFusion. In 

SavvySearch, the usefulness of each search service is estimated or evaluated for each term within a 

global vocabulary based on the returned documents for the five most recent queries. The estimated 

usefulness of each search service is not determined once and for all, but is adjusted according to two 

factors: whether user’s click on the URLs returned and the response time of each search service. If a 

user clicks on a URL returned by a search service, its estimated usefulness will be increased; on the 

other hand, if the response time of a search service is greater than a threshold, its estimated usefulness 

will be decreased. However, SavvySearch is not of benefit to query terms that have been used only a 

few times. In addition, the implicit user feedback employed by ProFusion and SavvySearch may not 

always be accurate in identifying the usefulness of search services. This is because users have a 

tendency to retrieve the top-ranked results for their queries regardless of whether or not the 

corresponding documents are really relevant. 

Information about how web pages are inter-connected can also be used to select search services. For 

example, Q-Pilot [58] collects terms representing the scope of search services using the back-link 

method. The back-link pages of a search service are those pages that have links pointing to the search 

service’s homepage. These pages are believed to represent the scope or topic of the search service. By 

analyzing 50 back-link pages for each one of 27 topic-specific search services, and using co-

occurrence-based query expansion, Q-Pilot achieves more than 50% accuracy when its choices are 

judged against human users. However, the reliability of this result may be questionable since search 

service homepages, unlike normal web pages, often are linked to for browsing convenience and not 

because they contain similar or relevant contents to the linking web page. 
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4.2 Query Transformation 

In the general case, the underlying search services used by a meta-search engine could be accessing 

databases, knowledge bases, flat files, web pages or even programs. In database systems, the standard 

approach for dealing with querying distributed, heterogeneous information sources is to construct a 

global schema that relates all the information in the different sources and to have the user pose queries 

against this global schema or various views of it. However, this approach is not suitable when 

information sources that are not databases are included. More recent approaches first construct an 

ontology (domain model) of the application domain that establishes a fixed vocabulary for describing 

objects in the domain, their attributes and the relationships among them. The underlying information 

sources are then described in terms of the domain model and queries are posed with respect to the 

domain model and transformed automatically into queries on the underlying information sources [2], 

[4]. 

In the special case where all the search engines follow the architecture shown in Figure 1, the problem 

of query transformation is greatly simplified as no global schema or domain model is required. 

However, the meta-search engine still has to understand both the query format and feature set 

supported by each search service. The interface and capabilities of these search services may differ 

dramatically thereby still complicating the query submission process somewhat. For example, Alta 

Vista does phrase searching by enclosing the phrase in double quotes (e.g., “meta-search engine”) 

while HotBot uses a menu option to select phrase searching. Even the basic query method of each 

search service may be different. Some search services only support the Boolean retrieval model, 

whereas others also support a variation of the vector-space retrieval model. 

Querying such search services would be much easier if the search services shared a common query 

language. The STARTS [31] protocol specifies a flexible query language for search services. Even if 

support for most of this language is optional, query transformation is much simpler if search services 

reveal what portions of the language they support. Thus, STARTS asks that search services export 

detailed information on their searching capabilities. This information includes, for example, what 

attributes are supported for searching at each search service (e.g., author, title, body of text). 

However, given the autonomous nature of current web search services, this approach is currently not 

practical. 

4.3 Result Fusion 

Due to resource and time constraints when retrieving data from multiple search services, a meta-

search engine needs to restrict the number of documents retrieved from each search service. It can do 

this by specifying either the number of documents that should be retrieved from each search service 

(often the top 10 to 100 hits from each of them) or a local similarity threshold such that only those 

 21



documents whose local similarity with the given query is equal to or higher than the threshold are 

retrieved from the search service. Usually, documents returned from each search service are ranked 

based on their relevance or similarity score to the query, and these scores may or may not be available 

to users. After getting all the sub-results, how to combine them (called result fusion) and display 

globally unique and ranked results back to users is the final issue to address in building a meta-search 

engine. The challenge here is that search services may use different algorithms to rank the documents 

in their query results, but most do not reveal their ranking algorithm for commercial reasons.  

Even if search services used the same ranking algorithm and the algorithm was known, this would not 

necessarily make it easier to merge query results. The reason is that the same algorithm could possibly 

rank the same documents differently because of the collection in which the documents reside. For 

example, suppose that source A indexes more articles focused on “computer” than does source B and 

that a document is returned by both source A and source B when dealing with the query “computer”. 

This document will possibly be ranked at a low position in source A and at a high position in source B 

although both source A and source B employ the same ranking strategy. 

Naïve approaches to result fusion exist, such as using the relevance scores returned by search services 

regardless of their incomparability, or, if the scores are not available, using round robin interleaving 

[61]. However, this is likely to produce poor quality results since web pages from less relevant 

collections are given equal consideration with those of web pages from highly relevant collections. To 

improve the fusion process, the estimated database usefulness calculated in the search service 

selection stage can be employed to adjust the ranking. 

In the CORI Net approach [12], the adjusted similarity of each document is computed as its original 

local score returned by the search service times the estimated search service usefulness. Based on this 

approach, documents from higher ranked databases have a better chance to be ranked higher in the 

combined result. Profusion [28] also utilizes the same strategy to adjust the document similarity 

scores, except that it has a different way to estimate search service usefulness (see Section 4.1). The 

basic assumption of both CORI Net and ProFusion is the availability of the similarity scores of each 

returned document, which is not true for some search services (e.g., Google and AltaVista). 

To deal with such cases, [61] proposes a randomized way to combine the results. Starting from the 

point where no document is placed into the final result, a random merging process is conducted biased 

by the number of unpicked documents in each search service. For instance, the possibility of picking a 

document from a search service with 10 documents remaining is twice that of another search service 

with only 5 documents remaining. To guarantee the effectiveness of the randomized method, the 

number of returned documents from each search service needs to be carefully controlled so that 

highly relevant search services retrieve more documents than less relevant ones. Two learning 
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techniques, QC and MRDD, based on a set of training queries, are developed to decide how many 

documents to retrieve from each search service. 

Given each search service, the Query Clustering (QC) technique classifies training queries into 

several clusters and the behavior of those query clusters by the number of relevant documents 

retrieved is summarized. Every time the system receives a user query, the query cluster that is most 

similar to the query is selected for each search service, and the past retrieval experience (i.e., the 

number of relevant documents retrieved corresponding to that cluster) is applied. 

Likewise, the Modeling Relevance Document Distributions (MRDD) method keeps the behavior of 

each search service in returning relevant documents for every training query. The past behavior is 

stored as a distribution vector with the format <r1, r2… rs>, where ri is a positive integer indicating 

that the document ranked as ri must be retrieved from the search service in order to obtain i relevant 

documents for the query. For example, suppose for a training query and a search service, 10 

documents are retrieved in the ranked order (d1, d2… d10). Among these documents, d1, d4, and d10 are 

identified to be relevant. Then the corresponding distribution vector is <r1, r2, r3> = <1, 4, 10>. When 

a user query is received, it is compared against all training queries and the k most similar training 

queries are identified (k = 6 performed well as reported in [61]). Then, for each search service, the 

average relevant document distribution vector over the k most similar training queries is obtained and 

the vectors are used to select the number of documents to retrieve.  

Essentially, result fusion is hard because results returned by search services do not include entire 

documents, and have very little information other than perhaps the similarity scores. MetaCrawler 

[56], [57] and STARTS [31] propose two different methods to address this problem. The STARTS 

protocol specifies what information should accompany the query results that a search service returns 

so that document rank fusion can be facilitated. The information for each document in the query result 

includes the unnormalized score of that document and statistics such as term-frequency, document 

size and document-frequency. In the absence of such information, MetaCrawler re-ranks the 

documents by actually retrieving and analyzing them. However, downloading documents and 

analyzing them on the fly can be expensive, especially when the number of documents to be 

downloaded is large and the documents also have large sizes. To make such re-ranking more efficient, 

some researchers have proposed to only download the beginning part of each document [21]. 

5. Dynamic Search Engines 

Traditional search engines typically use a previously built index that is actually stored on their 

servers. While this index is fairly efficient for searching a large part of the Web, the results returned 

are not guaranteed to still be valid, since the Web keeps changing after the index is constructed. In 

contrast to the static search characteristic of traditional search engines, some researchers have 
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proposed the concept of dynamic web search. In this approach, the system does not have a pre-

collected index. Instead, when a user submits a query the system traverses the Web on the fly and 

discovers relevant information by following links. 

Figure 8 shows the architecture of a dynamic search engine. It is comprised of an interface, a spider or 

crawler and a classifier. Typically, the interface interacts with users, and the crawler interacts directly 

with the Web. The crawler is guided by the classifier, which evaluates or estimates the relevance of 

visited or unvisited URLs based on the word frequency in each document and possibly also on the 

link structure captured by the crawler. Once a user-specified number of relevant results are collected, 

or a user-set time limit is reached, the crawler will stop crawling the Web and return the results to the 

user.  

 

Figure 8 . Architecture of a dynamic search engine. 

In general, dynamic search engines assume that the user query is a keyword search query plus a seed 

URL. Some approaches also accept keyword queries only, but they then submit those keyword 

queries to some general-purpose search engine to fetch good seed URLs. Using the seed URLs, called 

root pages, as starting points, a dynamic search engine crawls documents along link paths of the root 

pages, trying to avoid irrelevant regions of the Web, and fetching the data relevant to the search 

query, according to some metrics. However, a promising path of potentially relevant web pages is 

required for the search to be effective. As most dynamic search engines either rely on the user’s input 

or some raw search results from one major search engine, bad or poor quality initial URLs may cause 

the crawler to wander in a sea of useless information for quite some time before finding something 

useful. 

The essential idea behind dynamic search is to follow the link paths in some priority, starting from a 

single page (the seed URL) and a given query. At each step, the unvisited page with the highest 

estimated priority is explored by the crawler and analyzed by the classifier. The classifier is 

responsible for learning to recognize document relevance from example pages supplied by users and 
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for making relevance judgments on pages crawled to decide link expansion direction. If a page is 

found to be relevant, the links on that page will be estimated as having high priority and will be 

inserted into the URL list waiting to be visited. If not, the links on that page will be estimated as 

having low priority and will possibly be visited at a later time or abandoned altogether. The main 

advantage of this approach is that users do not search in a previously constructed snapshot of the Web 

stored in an index, but in the current structure of the Web. Although they cannot scale up to the entire 

Web, due to the large search time that would be required, dynamic search engines can guarantee valid 

results and provide users more opportunities to participate in the search process. Another advantage of 

a dynamic search engine is its low hardware and network resource requirements, which makes it 

capable to be installed on personal computers. 

One of the first dynamic search heuristics proposed was “fish search” [22], [23], which capitalizes on 

the intuition that relevant documents often have relevant neighbors. When a user requests a search, 

fish-search takes the seed URL and the search query and dynamically builds a priority list of next 

URLs to be explored from the links within the current (seed) page. The algorithm keeps a sorted list 

of URL’s of nodes to retrieve. Sorting is based on the relevance (0 to 1 value) of nodes and on the 

last-in first-out principle that generates depth-first navigation behavior. (This list represents the school 

of fish.) Each time a node is retrieved, the URL’s of the nodes to which the outgoing links point are 

added to this list. (This is the way the fish produce offspring.) The authors of fish-search picture the 

effect of their algorithm much as fish wandering in the sea looking for food. The fish will move in the 

direction of food and search deeper where food has been found. The fish also breed and the number of 

children and their strength depends largely on the amount of food that is found. The school regularly 

splits into parts when food is found in different directions. Individual fish or parts of the school that 

go into a direction in which no food is to be found will die of starvation. 

An improved version of the fish-search algorithm is called the “shark-search” algorithm [36]. Rather 

than using the binary value, relevant or non-relevant, to represent the document relevance as in fish-

search, shark-search uses a similarity score between 0 and 1. Another improvement of shark-search 

upon fish-search is to calculate the potential score of children pages not only by propagating ancestral 

relevance scores deeper down the hierarchy, but also by making use of meta-information contained in 

the anchor text of links. To better differentiate the scores of the children, shark-search extracts the 

anchor text of links as the author’s hint about the subject of the linked document. In fact, experiments 

conducted in [36] prove that the heuristic to select the children with the most promising anchor and 

anchor context information leads to more relevant pages within a given period of time than arbitrarily 

selecting the first set of children 

The focused crawling approach proposed in [16] can be treated as another example of a dynamic 

search engine (see Section 3.1). Rather than the crawler-classifier architecture shown in Figure 8, this 
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approach adopts one more component, a distiller. The distiller is the decision-maker that determines 

the visit priorities for newfound URLs by measuring their authority and hub weights [38]. The reason 

for this modification is that the authors believe that relevance should not be the only attribute used to 

evaluate a page while crawling. For instance, some pages, containing a lot of links (hub pages), can 

lead to highly relevant pages immediately, but they may possibly be predicted as being of low 

relevance if they do not contain many relevant words within them. Unfortunately, the authors did not 

provide a performance comparison between their system architecture and the crawler-classifier 

system architecture shown in Figure 8.   

In contrast to traditional “forward crawling” (traversing along the links within downloaded pages), 

Diligenti et al. in [25] design a totally different focused crawler based on the idea of “backward 

crawling” (obtaining pages that link to a particular document). Referred to as context focused 

crawling, this approach consists of three stages: the back crawl stage, the learning stage and the 

crawling stage. During the back crawl stage, the system submits seed documents to search engines 

like Alta Vista or Google, querying for pages that link to them, and then uses the results to construct a 

context graph. Several layers compose the context graph, with seed documents as layer 0, pages 

pointing to seed documents as layer 1, and pages pointing to pages in layer N-1 as layer N, where N is 

a system parameter. Figure 9 depicts a simplified context graph with three layers. In Figure 9, the seed 

document is located in layer 0, with the documents in layer 1 pointing to it. Similarly, the documents 

in layer 1 are pointed to by the documents in layer 2. During the learning stage, the statistical data on 

word frequency in the documents of each layer is used to train a set of classifiers. These classifiers 

will classify documents downloaded during the crawling stage into the layer with the best match. 

Finally, during the crawling stage, when it needs a next document to download, the crawler fetches 

pages along the links within the documents of the context graph, starting from lower layers and 

moving to higher layers. The pages retrieved are analyzed to extract the links and the classifiers 

assign the URLs to their corresponding layers. 

 

Figure 9 . Example of context focused crawling. 
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The hypothesis behind context focused crawling is that pages near seed documents are expected to 

lead to relevant pages more rapidly than those pages requiring more steps to reach the seed 

documents. Hence, after training by the data in the context graph, the classifiers assign the 

downloaded documents into different categories based on their expected link distance from the seed 

documents. Then, under the crawling order starting from lower layers to higher layers, documents are 

crawled successively according to their expected distance from relevant pages. The authors also show 

in [25] that, context focused crawling improves the efficiency of standard breadth first crawling by 

retrieving 50% – 75% more “on-topic” documents in a given period of time. 

As searching for information dynamically on the Web is a real-time process, it is possible for users to 

participate in the crawling actions, rather than just wait for results to be returned. Thus, besides 

returning relevant documents to user queries, some dynamic search engines employ site mapping and 

visualization techniques to display structural Web maps as identified by a crawler. For example, as 

WebCutter [44] crawls pages starting from the seed URL, it displays their physical relationships in 

terms of a map of nodes and links. At the same time, the map is content-based tailored by analyzing 

and displaying the similarity between downloaded pages and the query. Both WebCutter and 

Fetuccino [5] allow users to interact with the map to choose relevant nodes from which to continue 

exploration or irrelevant nodes on which to stop exploration along link paths as the crawling 

progresses. It would be difficult, if not impossible, for traditional search engines to provide this 

feature due to the unrestricted global scope of their returned results. Some researchers (e.g., [16] and 

[25]) believe that dynamic search engines, along with visualization techniques, could become a viable 

approach for users to precisely locate their web pages of interest in small and dynamic subsets of the 

Web. 

6. Summary and Future Research Directions 

In this paper we have surveyed three kinds of web search services, namely, search engines, meta-

search engines and dynamic search engines. Their architectures, difficulties in design and the most 

important research issues were elaborated. As the accessible online-information has grown 

explosively in variety, form and quantity, researchers have tried to solve the web information-

searching problem from different directions. In this paper, we have discussed this problem mainly 

from a traditional Information Retrieval point of view.   

Search engines nowadays are very successful commercially with a large number of users. However, 

they are also notorious for low precision, non-comprehensive results and some invalid URLs returned 

[40]. Consequently, meta-search engines and dynamic search engines try to overcome these 

shortcomings of traditional search engines. Constructed on top of several existing search engines or 

other information sources, meta-search engines can provide more comprehensive results and users can 
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save time on having to learn and use diverse search service interfaces. Without a pre-built index, 

dynamic search engines explore relevant pages near the example queries users provide, narrowing the 

search space and guaranteeing that all results are accessible. Additionally, the computational and 

bandwidth requirements of dynamic search engines are sufficiently modest to allow the use of desktop 

hardware, thus directly benefiting many personal computer users. 

However, meta-search engines and dynamic search engines also have their shortcomings. It is 

technically difficult to design a good meta-search engine since individual search engines tend to 

overlap in arbitrary ways and users are often not interested in receiving “complete” answers to their 

queries. On the other hand, a fully dynamic search engine is clearly not scalable time-wise and is 

strongly dependent on the seed selection. That is, when the selected seeds are too far from relevant 

information, or the view of the sub-web is too large, dynamic search loses its efficiency and relevant 

information is not found in a reasonable amount of time. Therefore, a combined approach having the 

best characteristics of meta-search engines and dynamic search engines is highly desirable. A user 

could first use a meta-search engine, or a single search engine with large coverage, to locate 

appropriate web sites. Then, once at a site, the user can rely on a dynamic search engine, possibly 

embedded in the browser, to organize the search results and suggest to the user what to look at next. 

Unfortunately, research on web searching is moving too fast for anyone to be able to predict very 

accurately what new search tools will appear in the future and to what degree they will be able to 

address the information-searching problem of the Web better than the current tools. Nevertheless, 

below we discuss some research directions that might influence the development of future web search 

services. 

!" Studying the Link Structure of the Web 

The Web consists not only of pages, but also of links that connect one page to another. This link 

structure contains an enormous amount of latent human annotation that can be extremely valuable for 

retrieving more relevant pages from those that have already been discovered as being relevant. 

Specifically, creation of a link by the author of a web page represents an implicit type of 

“endorsement” of the page being pointed to. By mining the collective judgment contained in such 

endorsements, we can obtain a richer understanding of both the relevance and quality of the Web’s 

contents. 

A lot of work has been done on applying link-based analysis to indexing and ranking phrases in 

search services [7], [11], [15], [38]. Future research needs to focus on a deeper level of understanding 

of the link structure of the Web and exploiting this information for more effective uses. For example, 

how can we exploit these structures for topic search? Another area of research could focus on 
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combining link-based techniques with user feedback. How can we let users guide the link-based 

search? What protocol should be used for communication between a user and the search algorithm? 

!" Customization  

As well as dealing with a huge amount of information, web search services have to handle a large 

number of users. It is very unlikely that so many people will share the same taste for or interest in the 

web pages they browse. Currently, almost every available web search service captures queries as 

keywords. However, inherent in the ambiguity of any human language itself, many keywords have 

multiple meanings and shades of meaning. It is also unlikely that different users intend the same 

meaning when typing the same keyword. 

It has been noted that relevance itself is a subjective concept; thus, different users may have quite 

different expectations for the same query. For example, using the keyword “language” as a query, a 

school language teacher may give a high score to the pages dealing with human languages, such as 

English and Chinese, while a computer programmer may prefer pages dealing with programming 

languages, such as C and Java. Search services today measure relevance mainly based on whether 

each document contains the query keywords or not. Since this is a quite objective way of measuring 

relevance, the intent of the users currently cannot be accounted for during the search process. 

For these reasons, no matter how much the precision and recall of web search services can be 

improved, there still exists the problem of customization. Customization, in terms of web searching, 

could improve the result relevance in two directions, query expanding and result filtering. By keeping 

a user profile on the client side, query keywords typed by users can be extended with users’ specific 

interests to avoid the ambiguity of a single keyword [1], [31], [40], [51]. Further, personalized tools 

can filter and re-rank the results returned by search services to remove irrelevant pages and provide a 

better ranking [14], [31], [48], [53]. Such a profile is usually a hierarchy of subjects that can be 

viewed as an ontology. Currently, personalization tools usually ask users to provide an ontology for 

the system, which is a difficult and time-consuming task for users, especially users who are not 

familiar with the taxonomy of their search domain. Future work could focus on how to generate such 

a user profile automatically. 

!" The Hidden Web 

The hidden Web refers to the web pages that are generated by programs as a result of some user input, 

and are, therefore, not accessible to web crawlers for indexing. One study, conducted by the search 

company BrightPlanet18, estimates that the content in the hidden web is approximately 500 times 

                                                      

18 http://www.brightplanet.com 
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greater than that visible to conventional search engines and is of much higher quality throughout [9]. 

If search services are to benefit from data in the hidden Web, techniques must be developed for 

identifying sites that generate web pages, classifying them and automatically simulating user inputs to 

retrieve relevant results from them [54]. 
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Appendix 1 – STARTS Protocol Source Metadata Attributes 

Field Required? Meaning 
Abstract No The abstract of the source. 
AccessConstraints No A description of the constraints or legal prerequisites 

for accessing the source. 
Contact No Contact information of the administrator of the 

source. 
ContentSummaryLinkage Yes The URL of the source content summary, which 

includes a list of the words that appear in the source, 
statistics for each word listed and the total number of 
documents in the source. 

DateChanged No The date when the source metadata was last 
modified. 

DateExpires No The date when the source metadata will be reviewed, 
and therefore, when the source metadata should be 
extracted again. 

FieldModifierCombinations Yes The legal combinations of fields and modifiers 
FieldsSupported Yes What optional fields supported in addition to the 

required ones. Each field is optionally accompanied 
by a list of languages that are used in that field in the 
source 

Linkage Yes The URL to be used for querying the source. 
ModifiersSupported Yes What optional modifiers are supported in addition to 

the required ones. Each modifier is optionally 
accompanied by a list of languages for which it is 
supported at the source. 

QueryPartsSupported No Whether the source supports ranking expressions 
only, filter expressions only, or both. 

RankingAlgorithmID Yes Identifies the ranking algorithm used. 
SampleDatabaseResults Yes The URL to get the query results for a sample 

document collection that can be used to calibrate 
document scores from different sources. 

ScoreRange Yes The minimum and maximum possible ranking score 
that a document can get for a query. 

SourceLanguages No A list of languages present at the source. 
SourceName No The name of the source. 
StopWordList Yes The list of stop words used. 
TokenizerIDList No Identifies the tokenizer used for a particular 

language. 
TurnOffStopWords Yes Indicates whether the use of stop words can be turned 

off or not. 

 

 

 


